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We consider the Bayesian estimation of continuous regressionmodels where the cutoff points that sep-
arate different slope regimes are unknown but related to an observed input. Using plateau and von Lie-
big production functions as examples, we compare the performance of Bayesian mixture models that
explicitly estimate regime membership probabilities to Bayesian threshold models that instead treat
the unobserved threshold input as a model parameter. Using simulated data as well as actual data from
two crop response trials, we show that the thresholdmodel generally outperforms themixturemodel in
terms of estimation efficiency and predictive accuracy. We also illustrate how Bayesian model averag-
ing can be employed when model performance is less clear cut. Our estimation framework is suitable
for a wide range of applications in agricultural and resource economics —as well as other fields.
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In many regression contexts, the outcome vari-
able can take different functional forms over
the range of one or more observed explanatory
variables or inputs. Furthermore, the switching
or kink point values of a given input are unob-
served inmost settings. Nonlinear relationships
with input-related switching points are com-
mon in agricultural economics where crop pro-
duction is often thought to follow the von
Liebig hypothesis. Von Liebig’s hypothesis
asserts that the marginal effect of an input on

crop response is zero past an input-specific
switching point and that inputs are not substi-
tutable (Paris 1992). In essence, the von Liebig
production function is a restricted, continuous
regressionmodel with input-driven kink points.
It is distinguished from the more general class
of kinked regressions with unknown thresholds
by additional plateau and non-substitution
restrictions.
Although von Liebig production functions

may provide the most compelling use case for
such methods, and form the basis of our empir-
ical analysis as detailed below (e.g. Lanzer and
Paris 1981; Holloway and Paris 2002; Tembo
et al. 2008; Ouedraogo and Brorsen 2018),
examples of regression functions with switching
behavior can be found in a variety of economic
and scientific settings. For instance, Dean
et al. (1996) considered the interplay between
irrigation (the input) and turfgrass quality (the
output) and found strong evidence of kink
points and plateau segments in their output
functions. Similarly, Brennan, Tapsuwan, and
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Ingram (2007) employed a kinked slope-
plateau production function of irrigation and
lawn quality in their study of the welfare effects
of urban watering restrictions based on turf-
grass experiments in Australia. In other
water-related contexts, Houk, Frasier, and
Taylor (2007) estimated a piecewise-linear
relationship of the ratio of relative crop yield
and relative evapotranspiration over time.
Boehlert et al. (2014) specified a piecewise lin-
ear function of willingness-to-pay for improved
water quality over different ranges of quality to
value foregone societal benefits due to dimin-
ished water quality attributable to climate
change. In the area of animal production, Lam-
berson and Firman (2002) examined the rela-
tionship between diet and weight gain for
poultry and found that a two-segmented linear
model performed well with respect to predic-
tive accuracy.
These examples used either graphical inspec-

tion, regression segment extrapolation, sto-
chastic or non-linear programming, or simply
an educated guess to determine the location
of the input thresholds that separate the output
function into different segments or regimes.
Hansen (2017) provided a formal econometric
treatment of these relationships for the single-
input general case with no additional restric-
tions. He described the model as regression
kink with an unknown threshold and devel-
oped a frequentist estimation approach based
on a concentrated sum-of-squared errors func-
tion and a grid search over the unobserved
threshold. He illustrated this method with an
application to the relationship of gross domes-
tic product and national debt. The model
described in Hansen (2017) was extended to
the panel setting by Zhang, Zhou, and
Jiang (2017) and also adopted by Lien and
Liu (2017) to study the interplay between
income and well-being.
We consider Bayesian estimation of kinked

regressions with unknown thresholds. Specifi-
cally, we compare the finite mixture model
(MM) of Holloway and Paris (2002) that
tackles the problem by estimating regimemem-
bership probabilities as additional model
parameters with a novel Bayesian threshold
model (TM) that, instead, treats the input cut-
off points as additional parameters. In passing,
we generalize Hansen’s (2017) single-input
treatment to the multiple input/thresholds case
where we have additional restrictions onmodel
parameters; the estimation approach is devel-
oped with von Liebig production functions
and their plateau and non-substitution

conditions in mind. Using simulated data as
well as field data from crop response experi-
ments, we show that the TM generally outper-
forms the MM both in terms of estimation
efficiency and predictive accuracy. We also
illustrate how Bayesian model averaging can
be employed when model performance
between the two approaches is less clear cut.
In addition to supporting the use of the TM as
a general approach for estimation of kinked
regression functions with unknown thresholds,
the empirical analysis provides strong evidence
in favor of the von Liebig Hypothesis and high-
lights the economic importance of accurately
estimating crop production functions.

The von Liebig Hypothesis and von Liebig
Production Functions

To motivate the methodology, we examine the
classic econometric problem of estimating non-
linear crop responses with threshold-separated
yield regimes (Spillman 1933; Johnson 1953;
Heady, Pesek, and Brown 1955; Hexem and
Heady 1978). We focus on production func-
tions following the von Liebig Model (vLM),
which, in addition to the presence of multiple
regimes/thresholds, exhibit a plateau level of
output and non-substitution between inputs.
The plateau condition implies that output can-
not increase beyond certain threshold levels
of the inputs. The non-substitution restriction
means that for any combination of the inputs,
and for output levels smaller than the plateau,
one and only one of the inputs is limiting, that
is, it is the only input that can increase output
at the margin.1

Although the plateau and non-substitution
conditions are not necessary for the application
of our Bayesian multi-regime estimation
framework, we choose the von Liebig setting
for three reasons: (a) it has proven to be an
empirically important, robust specification,
out-competing many other candidate specifica-
tions for yield response (Lanzer and Paris 1981;
Ackello-Ogutu, Paris, and Williams 1985;
Grimm, Paris, and Williams 1987; Paris and
Knapp 1989; Berck and Helfand 1990;

1Although the von Liebig hypothesis—or Law of the
Minimum—was first developed by agronomist Carl Sprengel, it
was later popularized by Justus von Liebig (van der Ploeg, Bohm,
and Kirkham 1999). Production functions with these characteris-
tics have come to be known as production functions of the von Lie-
big type or von Liebig production functions.
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Paris 1992; Chambers and Lichtenberg 1996);
(b) it is especially well-suited to highlight the
advantages of the threshold model over the
mixture model; and (c) variants of plateau and
von Liebig production functions continue to
see frequent use in agricultural economics
(Tembo et al. 2008; Tumusiime et al. 2011;
Brorsen and Richter 2012; Harmon
et al. 2016;McFadden,Brorsen, andRaun2018;
Ouedraogo and Brorsen 2018).

Related to (a)–(c), crop response functions
have wide-ranging economic and policy impli-
cations. Differences in estimated response and
optimal input levels pass through to economic
outcomes of interest. The most obvious exam-
ples are input recommendations provided to
producers. Cost, revenue, marginal returns
from input use, and profit all depend on the
underlying model used to estimate optimal
input levels (Johnson 1953; Tembo
et al. 2008). In addition, producer revenue is
often balanced against the environmental costs
of agricultural input use (Weersink, Jeffrey,
and Pannell 2002). Returns to agricultural tech-
nologies and adoption decisions depend on
payoff functions; the payoff function, in turn,
depends on the production function (Meyer-
Aurich et al. 2010; Pannell, Gandorfer, and
Weersink 2019). Given the significance of crop
response functions in these contexts, the suit-
ability of the vLM of crop response and accu-
rate modeling of agricultural production take
on increased importance.

In the single input case, the von Liebig pro-
duction function reduces to a plateau produc-
tion function and the plateau condition of the
von Liebig hypothesis can be tested (Upton
and Dalton 1976; Kaitibie et al. 2003). Tembo
et al. (2008) adapted the general plateau model
to incorporate a stochastic plateau for panel
data; a variety of extensions to the stochastic
plateau have been implemented (Tumusiime
et al. 2011; Boyer et al. 2013). Ouedraogo and
Brorsen (2018) developed a Bayesian estima-
tion procedure for plateau functions along the
lines of earlier work by Holloway (2003). An
application of Bayesian updating to plateau
production functions is available in McFadden,
Brorsen, andRaun (2018).Although conceptu-
ally and practically simpler compared to von
Liebig production functions, plateau produc-
tion functions are subject to many of the same
estimation difficulties.

Estimation of kinked regressions in general,
and the vLM specifically, via maximum likeli-
hood procedures is challenging due to non-
smoothness of the likelihood function.

Furthermore, many agricultural experiments
produce datasets of small to moderate size for
which the applicability of asymptotic theory
for the interpretation of model results becomes
problematic. Hypothesis tests of additional
parameter restrictions, as well as non-nested
tests to compare between specifications, both
depend heavily on asymptotic approximations.
Because of these challenges—and their rele-
vance for applied research—von Liebig pro-
duction functions present an interesting
methodological problem.
Bayesian estimation can be used to over-

come some of these challenges. The target of
Bayesian estimation is a set of model parame-
ters that is completely described by a posterior
distribution. Markov ChainMonte Carlo tech-
niques allow the researcher to draw from the
posterior distribution even when its exact form
is unknown. These draws can then be used to
construct point estimates for parameters and
measures of uncertainty around the point esti-
mates. In general, Bayesianmethods can aid in
difficult estimation problems (e.g. complex
likelihood, small samples) via (a) their ability
to incorporate (potentially informed) priors
unrelated to the actual sample data, (b) their
finite-sample inferential characteristics, ren-
dering moot any reliance on asymptotic
results, and (c) the ease with which predictive
constructs can be derived following primary
parameter estimation. In addition, compari-
son of any nested or non-nested models is
straightforward via the derivation of posterior
model probabilities and Bayes factors (BFs).
With posterior model probabilities in hand, it
is then possible to combine models through
Bayesian model averaging.
Although incorporation of prior information

can be viewed as an advantage of Bayesian
inference, it may also be viewed as a drawback.
The prior distribution can represent subjective
belief and statistical inference can be sensitive
to the prior. Moreover, prior distributions
affect model selection through Bayes factors.
Care must be taken in selecting priors that do
not unfairly advantage a particular model. In
contrast, although frequentist techniques do
not require selection of prior distributions, they
still require subjective choices about the under-
lying models for the data.
Recognizing the advantages of Bayesian

techniques in the von Liebig setting, Holloway
and Paris (2002) proposed a Bayesian econo-
metric approach to estimate the vLM; their
model is based on random mixtures. It bor-
rows from the development of sampling
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procedures for mixtures of normals in Lavine
and West (1992). In essence, Holloway and
Paris’ (2002) random mixture model
(MM) aims at estimating (a) regime coeffi-
cients (for example, intercept and slope in a
linear specification), (b) the plateau level,
and (c) regime probabilities. The latter denote
the scalar probability for any given observa-
tion to fall into one of the limiting regimes.
We propose an alternative Bayesian

approach that we deem the Bayesian thresh-
old model (TM). When applied to von Liebig
production functions, the TM exploits the pla-
teau and non-substitution restrictions of the
vLM: conditional on regime coefficients and
one of the input thresholds, the (expected)
plateau level is deterministic. Furthermore, if
all regimes are assumed to have equal error
variance, as in the cross-sectional model of
Holloway and Paris (2002), all other thresholds
also become deterministic. In other words, if
we estimate regime parameters for all inputs
and the threshold level for just one input, then
we know the plateau estimate. This allows
treating one—and only one—of the input
thresholds as a model parameter in the Bayes-
ian sampler. Each iteration of the sampler gen-
erates a value for the regime coefficients and a
single threshold. The plateau and all other
threshold input levels are related to these sam-
pled quantities by an identity and can be
recovered in a deterministic fashion.
Like Holloway and Paris (2002), we view the

problem of estimating the von Liebig produc-
tion function as a problem of classification.
For example, in the two-input von Liebig
model, any observation lies in one of three
regimes: one of the inputs is limiting or the
observation is on the plateau. The problem is
to classify observations into one of the regimes
and to identify threshold levels of the inputs
that can be used to classify the observations.
Our approach differs conceptually from Hollo-
way and Paris (2002) in that there is no proba-
bility of regime membership as in the usual
mixture model. Instead, classification uncer-
tainty is completely captured in the uncertainty
surrounding the threshold levels of the inputs.
Our approach has several conceptual

advantages over the MM. First, the TM pre-
empts the need to estimate regime probabili-
ties, thus conserving on at least one set of
parameters and two blocking steps in the
Bayesian simulator (Gibbs Sampler), as we
show below in more detail. Second, the TM is
immune to the notorious label-switching prob-
lem that can occur in random mixture models.

Third, in many applications it is likely that
more informed priors can be constructed for
input thresholds than for the overall output
plateau. Using simulated examples and two
empirical applications, we illustrate how these
conceptual advantages manifest themselves in
better model fit and a substantial reduction in
mis-classification errors.

For ease of exposition and to allow direct
comparison with the baselineMMof Holloway
and Paris (2002), we illustrate our approach
using a kinked regression setup with linear
regime functions. We also assume a common
error variance for all regimes, including the pla-
teau. Both models can be easily extended to
incorporate non-linear regime functions or
regime-specific error variance, and we discuss
these extensions in more detail in the conclu-
sion. Likewise, modifications to incorporate
kinked regressions with unknown thresholds
sans plateau and non-substitution restrictions
are straightforward. One additional advantage
of the proposed approach is that comparison
betweenmodels with different features is possi-
ble through Bayesian tools that fully capture
relative probabilities of alternative models.
These relative probabilities can be used to com-
bine models through Bayesian model averag-
ing that avoids the model risk inherent in
choosing a single model for prediction.

The Mixture Model (MM) of Holloway and
Paris (2002)

Consider a crop production function with
g = 1…G inputs. Each input, if limiting, affects
production in linear fashion via

ð1Þ yijg= limitingð Þ= x0giβg + ϵi,

ϵi �n 0,σ2
� �

,

where the vector xgi comprises an intercept
term and the gth input level applied to plot i,
i = 1…n, βg is a conformable vector of coeffi-
cients, and ϵi is an i.i.d. normal error term that,
for simplicity, does not vary over the inputs as
stated above.

Under the vLM, with non-substitution
across inputs, we obtain the unconditional pro-
duction function as:

ð2Þ yi =min x01iβ1,x
0
2iβ2,…,x0GiβG,P

� �
+ ϵi
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where the output plateau is given by P. This
can be written equivalently as:

yi = x0giβg + ϵi if x0giβg < x0hiβh 8h≠g,x0giβg <P
� �

and yi =P+ ϵi if P< x0giβg 8g:
ð3Þ

The MM proposed by Holloway and
Paris (2002) requires the specification of
regime probabilities. Specifically, let πg denote
the probability for any observation to belong
to the gth input-driven regime, let πG + 1 be
the probability that i belongs to the plateau
regime, and let π denote the usual mathemati-
cal constant. Letting Xi = [x1i x2i … xGi]

0
,

β= β01 β02 … β0G
� �0, and π = π1 π2 …½

πG+ 1�0, the likelihood function for observation
i can be written as:

p yijXi,β,P,σ2,π
� �

=

XG
g=1

πg 2πð Þ−1=2 σ2
� �−1=2

exp −
1
2σ2

yi−x0giβg
� �2� 	� 	

+ πG+ 1ð Þ 2πð Þ−1=2 σ2
� �−1=2exp −

1
2σ2

yi−Pð Þ2
� 	� 	

withXG+1

g=1

πg = 1:

ð4Þ

To facilitate Bayesian estimation, the model
is augmented with membership vectors
zi = z1i z2i … zG+ 1,i½ �0for each i, where the
individual elements are binary indicators that
take the value of 1 if i is in the gth regime,
and 0 otherwise. Collecting all n of these indi-
vidual membership vectors in vector z, all yield
observations in y, and all explanatory data in
matrix X, the kernel of the augmented or
membership-conditioned likelihood for the
sample can be compactly written as:

p yjX,β,P,σ2,z
� �/Yn

i= 1

XG
g=1

σ2
� �−1=2

exp −
1
2σ2

yi−x0iβ
� �2� 	
 �

I zgi =1
� � 

+ σ2
� �−1=2exp −

1
2σ2

yi−Pð Þ2
� 	
 �

I zG+ 1, i = 1ð Þ
	
:

ð5Þ

Combining the sample likelihood with theo-
retically appropriate and computationally con-
venient priors (normal for the coefficients and

plateau, inverse-gamma for the error variance,
Dirichlet for the regime probability vector,
and multinomial for the regime assignment
vectors), and dropping normalizing terms not
needed for parameter estimation, we obtain
the following augmented posterior kernel:

p β,P,σ2,π,z j y,X� �/YG+ 1

g= 1

exp −
1
2

βg−μ0g
� �0

V0g βg−μ0g
� �� 	

*

exp −
1

2VP0
P−μP0ð Þ2

� 	
* σ2
� � −ν0 + 1ð Þexp −

τ0
σ2

� �
*

YG+ 1

g= 1

π
αg−1
g *

Yn
i= 1

YG+ 1

g= 1

π
zgi
g

 !
*

Yn
i= 1

XG
g= 1

σ2
� �−1=2

exp −
1
2σ2

yi−x0giβ
� �2� 	
 � 

I zgi = 1
� �
+ σ2
� �−1=2exp −

1
2σ2

yi−Pð Þ2
� 	
 �

I zG+ 1, i = 1ð Þ
	

ð6Þ

which collects the likelihood and prior distri-
butions. The first elements are priors on the
parameters, whereas the last element is the
membership conditioned likelihood function.
μ0g and V0g are the mean vector and covari-
ance matrix, respectively, for the multivariate
normal prior on βg. Similarly, μP0 and VP0 are
the mean and variance of the plateau, whereas
ν0 and τ0 are the shape and scale parameters
for the inverse-gamma prior on the error vari-
ance. Bayesian estimation then proceeds via a
Gibbs Sampler (GS) that breaks the joint pos-
terior into conditionals that have a recognized
statistical distribution. The conceptual sam-
pling steps for the MM are as follows:

1. Draw βg from p(βg| σ
2, yg, Xg), g = 1…G,

where Xg = xg1 xg2 …xgn½ �0 collects the
explanatory data for the ng observations
assigned to regime g by assignment vector
z in a given iteration of the GS, and yg is
defined analogously.

2. Draw plateauP from p(P| σ2, yG + 1), where
yG + 1 comprises output for all observations
assigned to the plateau regime in a given
iteration of the GS.

3. Draw error variance σ2 from
p σ2 j β,P,y, ~X� �

, where y stacks all regime-
specific observations and ~X is a correspond-
ing sorted block-diagonal matrix including
all explanatory data (see appendix).

4. Draw regime probability vector π from p
(π| z).
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5. Draw each individual regime assignment
vector zi from p(zi| β, P, σ

2, π, yi, Xi)

Additional details for this GS for the single
input and dual-input case, respectively, are
given in the online appendix.

Label Switching in Mixture Models

As has been pointed out numerous times in
the Bayesian literature (e.g. Früwirth-Schnat-
ter 2001, 2004; Jasra, Holmes, and Ste-
phens 2005; Geweke 2007), mixture models
such as the MM specification suffer from the
notorious label-switching problem. This prob-
lem can hamper inference in cases where
regime assignment is meaningful, as is the case
in our application to yield response functions.
Specifically, the likelihood function, and
therefore the posterior, is invariant to the
labeling of regimes. Importantly, this is the
case for both classical and Bayesian
estimation.
For example, in our case, the plateau regime

may at times be considered regime one in some
iterations of the sampler and as a differently
labeled regime in others. Thus, parameter esti-
mates associated with a specific regime may de
facto consist of amix of parameters from differ-
ent regimes. Although this is irrelevant if the
model serves purely predictive purposes, it nat-
urally renders regime-specific inference mean-
ingless as discussed in Geweke (2007).
Although label-switching can be detected with
some effort for simulated data, it is difficult to
diagnose in empirical applications.
In practice, the GS will usually hone in

quickly on one specific permutation of regimes
and stay there for the duration of the sampling
process (Geweke 2007). There is no guarantee
that the specific regime permutation is the cor-
rect one. In theory, a mislabeling of regimes
can occur immediately at the onset of the sam-
pler. As discussed in Geweke (2007), in
absence of a clear, theory-imposed ordering
of parameters across regimes (for example
based on error variances or relative magnitude
of intercepts or slopes), mixture models are
only suitable for predictive purposes but not
for inference on individual parameters. This
poses a problem for von Liebig production
functions, as the plateau level and—espe-
cially—the implied input thresholds are of
practical importance. Somewhat surprisingly,
this label-switching problem has not yet been
discussed in the vLM literature. In the follow-
ing, we outline a threshold model (TM), which

is immune to any label-switching problems
and presents an improved approach to the
Bayesian estimation of this special class of
kinked regression functions with unknown
thresholds.

The Threshold Model (TM)

The TM estimates regime-specific coefficients
in addition to one input threshold under the
assumption of a common error variance. Con-
ceptually, the vLM is now best expressed as:

yi = x0giβg + ϵi if x0giβg < x0hiβh 8h≠g,xgi < x*g
� �

and yi = x*g
0
βg + ϵi if xgi > x*g 8g

ð7Þ

where xgi = 1 xgi½ �0, and x*gi = 1 x*gi
� �0

. Note
that although the plateau output can be char-
acterized using any of the G inputs and their
respective coefficient vector (as in the first line
of equation (7)), all inputs must simulta-
neously exceed their threshold value for out-
put to reach the plateau (as shown in the
second line of equation (7)).

The most important feature of the TM to
recognize upfront is that only one threshold
needs to be estimated, along with all
G coefficient vectors βg. This is due to the pla-
teau identityP= x*1

0
β1 = x*2

0
β2 =…x*G

0
βG for this

specific model with a common error term for
each regime. The plateau is always equal to
threshold values of the inputs multiplied by
their regime-specific parameters. If estimates
of a single threshold and all-regime specific
parameters are available (say x*1 and β1,
…, βg), then the plateau and all other thresh-
olds can be calculated deterministically follow-
ing the plateau identity (i.e. we can directly
calculate P and x*2,…,x*G). The TM algorithm
utilizes the plateau identity—inherent in the
von Liebig hypothesis—by drawing a single
threshold and regime coefficients, and then
computing all others in this deterministic
fashion.

As before, let Xg = ig xg½ �, where xg com-
prises all ng observations for which the gth

regime is limiting based on the conditions
given in equation 7. Similarly, let
X*

g = iG+ 1 iG+1x*g
� �

, where G+ 1 denotes the
number of observations associated with the
plateau output. Define yg and yG+1
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accordingly, and the resultingG+ 1 regimes as
R1 through RG+ 1.

The sample likelihood can then be writ-
ten as:

p yjX,β,x*,σ2
� �/YG

g= 1

σ2
� �−1=2

exp −
1
2σ2

yg−Xgβg
� �0

yg−Xgβg
� �� 	

*

σ2
� �−1=2exp −

1
2σ2

yG+ 1−X*
1β1

� �0
yG+ 1−X*

1β1
� �� 	

,

ð8Þ

where y collects output for all n observations,
X comprises all explanatory data, and x*

denotes the G × 1 vector of input thresholds.
As is clear from the last line of equation (8),
we have arbitrarily chosen the first input to
identify the plateau. In practice, one could
choose the input for which the most informa-
tive priors are available. To reiterate, of the
entire threshold vector x*, only x*1 needs to be
estimated, but all thresholds are needed to sort
the data into the G+ 1 bins as shown below.

Assuming a normal prior for the identified
threshold, the same inverse-gamma prior as
before for the error variance, and allowing
prior means and variances for coefficients
and thresholds to differ across regimes, the
joint posterior kernel is given as:

p βg
n oG

g= 1
,x*,σ2 j y,X

� 	
/

YG
g= 1

exp −
1
2

βg−μ0g
� �0

V0g βg−μ0g
� �� 	

*

exp −
1

2V*
01

x*1−μ*01
� �2� 	

*

σ2
� � −ν0 + 1ð Þexp −

τ0
σ2

� �
*

YG
g= 1

σ2
� �−1=2

exp −
1
2σ2

yg−Xgβ
� �0

yg−Xgβ
� �� 	

*

σ2
� �−1=2exp −

1
2σ2

yG+ 1−X*
1β

� �0
yG+ 1−X*

1β
� �� 	

ð9Þ

which again collects the likelihood and prior
distributions. The first three elements are
priors on the parameters, whereas the last
two elements are input-variant and plateau
components of the likelihood function. μ0g
and V0g are the mean vector and covariance
matrix, respectively, for the multivariate nor-
mal prior on βg. Similarly, μ*01 and V*

01 are the
mean and variance of the single threshold

input. In this case, ν0 and τ0 are the shape
and scale parameters, respectively, for the
inverse-gamma prior on the error variance.
The resulting GS proceeds as follows in

each iteration:

1. Draw β1 from p β1jσ2,~y, ~X
� �

, where

~y1 = y01 y0G+ 1½ �0 and ~X1 = X0
1 X*

1
0

h i0
.

2. Draw the remaining βg from p(βg| σ
2, yg,

Xg), g = 1…G, where, as before, Xg and yg
collect data for the ng observations assigned
to regime g. However, for the TM this is not
accomplished via data augmentation and
binary assignment vectors but based on
the set of current thresholds and applica-
tion of a minimum rule (see online appen-
dix for details).

3. To draw threshold x*1, only the
G + 1 Plateau observations are used.
We obtain these draws via

p x*1j βg
n oG

g= 1
,σ2,X*

1,yG+ 1

� 	
.

4. Draw error variance σ2 from
p σ2 j β,P,y, ~X� �

, where ~X and y are defined
exactly as for the MM.

No GS steps are needed for regime proba-
bilities or assignment vectors. As with the
MM, all GS details for the single and dual-
input cases are given in the online appendix.
It should be clear that extensions to more than
two inputs present no computational difficul-
ties for either of the samplers. Nonetheless,
the TM has the advantage of requiring less
parameters, being immune to label switching,
and being computationally faster due to a
more concise sampling algorithm.

Bayesian Model Averaging

Instead of choosing a single model based on
Bayes factors or othermodel selection criteria,
Bayesian model averaging can be used to
appropriately combine two or more models.
The selection of a single model for inference
or prediction can lead to overconfidence in
the selected model. Such procedures
completely ignore any model uncertainty,
which can be considerably more important
than other sources of uncertainty (Leamer,
1978). Bayesian model averaging circumvents
these concerns by providing a systematic
approach for selecting among or combining
multiple models (Clyde, 1999). A relatively
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complete treatment of Bayesian model aver-
aging is provided by Hoeting et al. (1999).
A Bayesian model average is a mixture of

models where each model is weighted accord-
ing to support derived from the data. Denote p
(y| Mm) as the marginal likelihood for model
m, p(Mm) the model prior, and the complete
model space as ℳ = {M1, M2, …, MM}. The
marginal likelihood is the prior probability of
observing a sample of observations given
model assumptions including priors. Individ-
ual model probabilities can be derived as

ð10Þ p Mmjyð Þ= p yjMmð Þp Mmð ÞPM
j = 1p yjMj

� �
p Mj
� � :

If model priors are the same for all models,
this further simplifies to

ð11Þ p Mmjyð Þ= p yjMmð ÞPM
j = 1p yjMj

� � :
Amodel-averaged posterior distribution for

parameters θ can then be obtained via

ð12Þ p θjyð Þ=
XM
m=1

p θjy,Mmð Þp Mmjyð Þ:

In practice (i.e., in absence of an analytical
solution to equation 12), this is implemented
by first obtaining draws of p(θ| y, Mm) for each
model, and then drawing from these model-
specific posteriors with relative frequency dic-
tated by the computed model weights. All sub-
sequent inference, including posterior
predictive densities, are then based on these
model-weighted, or model-averaged draws.
We pursue this approach in subsequent ana-
lyses when it is not obvious that either model
achieves superior fit and the parameter esti-
mates and resulting economic implications of
the models are different.

Simulation Exercise

Single Input

We compare the two models’ performance
under increasing sample size and/or increasing
error variance using simulated data. Although
we consider continuous levels of the inputs
whereasmost experimentswill only apply inputs
at discrete levels, the simulations are intended to

mimic a real experimental situation. In this case,
we approximately mirror the data found in
Boyer, Brorsen, andTumusiime (2015).We first
consider a single inputmodel with nitrogen (N).
We have wheat in mind and construct an artifi-
cial experiment where nitrogen applications
range from 0–500 lbs/acre and yield ranges from
1500 to 1800 lbs/acre over the range of N. We
use this information to determine our true
parameters as follows:

Nmin = 0, Nmax = 500
N* = 300
β0 = 1500, β1 = 1
P= β0 + β1*N

* = 1800
π =N*=Nmax,

ð13Þ

whereN* is the nitrogen threshold level.We run
all nine combinations of the three sample sizes
(100, 1000, 10000) and three error variances
(σ2) of (10, 100, 1000). These settings reflect
the choice inHolloway andParis (2002) of a uni-
tary slope β1 and of the lowest error variance to
be equal to 1/100 times the plateau yield. In con-
trast to Holloway and Paris (2002), we letN* be
located away from the midpoint of the N-range
to avoid a (typical) prior of 0.5 for regime prob-
ability π to be ex-ante fully accurate.

For each of the nine scenarios, we first gener-
ate simulated data by drawingn observations of
N from the uniform over [0,Nmax]. We then
identify observations in each regime, and com-
pose data matrix X= i N½ �accordingly, with
N* replacing Ni for all observations in regime
two. This is followed by a draw of the error
vector ϵ from the n(0, σ2) distribution. Yield
vector y is then obtained as y = Xβ+ ϵ. We
use the exact same data for each pairwise com-
parison (same sample size and variance)
between the MM and the TM.

Care must be taken to ensure that the two
modeling frameworks remain on the same foot-
ing in terms of a priori information. For all MM
specifications, we set α1 = α2 = 2 for the prior
(beta) distribution of the regime probability π.
This centers the prior over 0.5, with relatively
evenly distributed mass over the [0,1] domain.
We then set the prior mean for the plateau,
μP0, to the median of y, and assign a prior stan-
dard deviation of 100. This is a vague setting
but keeps P in the positive realm. Similarly, we
set the prior mean for the nitrogen threshold,
μN0, in the TM specifications to equal the
median of N for consistency with the prior
regime probability expectation of 0.5 in the
MM versions. The prior variance for the thresh-
old is set to 100 to mirror the plateau case.
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We then set the mean for the intercept β0 to
min(y) for all models and versions. Noting the
relationship of P = β0 + β1 * N*, we compute
the prior mean for β1 as E β1ð Þ= μP0−μβ0

μN0
. Prior

variances for the model coefficients are kept
vague at 100. In all of the simulation exercises
and the empirical application that follows, we
run the sampler for 120,000 iterations and dis-
card the first 100,000 draws as burn ins.

We use three criteria for model comparison:
(a) The absolute percentage error (APE) for
posterior means of β0, β1, P, and N* relative
to their respective true values; (b) the percent-
age of order one mis-classified observations
(PMO1), that is, the percentage of observa-
tions that were assigned to the wrong regime
at least once in any iteration of the GS; and
(c) the minimum, mean, and maximum mis-
classification percentage of order two across
all observations and GS iterations (PMO2).
For example, for n = 1000 and 10,000 iterations
in the GS, assume 10 observations are mis-
classified at least once, so PMO1 = 1%.
Assume further that five observations are mis-
classified 600 times, and the remaining five are
misclassified 200 times across all iterations.
Then min(PMO2) = 0%, max(PMO2) = 6%,
and mean(PMO2) = (990*0 + 5*0.02+
5*0.06)/1000 = 0.4%.

Simulation results are captured in table 1.
Two main results flow from the table. First,
the MM produces much higher percentages of
misclassified observations across all simulation
scenarios compared to the TM. Second,
although APE statistics are comparable across
the two frameworks for the smallest error vari-
ance scenarios, and the MM is slightly more
precise for the n = 100 scenarios, the TM gains
noticeably in relative precision as both sample
size and variance increase. These differences
are especially pronounced for the (n = 1000,
σ2 = 1000) and (n = 10, 000, σ2 = 1000) scenar-
ios. Overall, we conclude that the added prior
uncertainty introduced into the MM via π, as
well uncertainty surrounding draws of assign-
ment vector z at each iteration of the sampler,
lead to pronounced misclassification problems
in the MM specification, especially at higher
error variances. The TM, in contrast, appears
to be more robust in that respect, primarily
due to very tight estimation results for the
nitrogen threshold parameter N*.

Two Inputs

We repeat this simulation exercise adding a
second input, phosphorus (Ph). We are again

informed by the Boyer, Brorsen, and Tumu-
siime (2015), and allow Ph to range uniformly
from zero to 100 lbs/acre, with a stipulated
threshold of 60 lbs/acre. The true regime coef-
ficients are set to 0.75 for the slope and com-
puted as 1755 for the intercept.
We again choose priors that are conformable

across the two estimation frameworks.We start
by choosing a prior plateaumean of themedian
of y (approximately 1752) and a relatively large
variance of 100. Second, we choose uniform
regimeprobabilities of 1/3 each.Tomatch these
in the TM, we choose a prior mean for the iden-
tified threshold (here: N) of 0.4 * Nmax = 200
based on the recognition that this setting, if
applied also to the Ph threshold, approximately
returns regime probabilities of 1/3 by the prop-
erties of the joint uniform density. Third, we
specify a flat prior distribution for the regime-
specific slope coefficients with mean one and
variance of 100. Prior means for the intercepts
are then computed as the difference between
plateau mean and threshold mean, based on
βg0 + βg1*x

*
g =P for g = N, Ph. Prior variances

for the intercept are set to 100 as before.2

Table 2 summarizes posterior means for the
MM (top panel) and the TM (bottom panel),
respectively, whereas table 3 gives correspond-
ing APE values and mis-classification errors.
As before, with two exceptions (MM1b,c
vs. TM1b,c), order one classification errors
(PMO1) are againmuch lower for the TMcom-
pared to theMM. The same holds for classifica-
tion errors of order two for the entire set of
specifications. A similar pattern emerges for
APEs, with the TM generally gaining in preci-
sion over theMMunder increasing sample size.

Bayesian Model Averaging with Application
to Double Crop and Full Season Sorghum

As in the simulation exercise, we first examine
the suitability of the models in the single input
case. We apply the MM and TM to a

2We opt to set slope priors to one and derive intercept priors
computationally rather than setting intercepts to the minimum of
y and deriving slope priors computationally, as the TM produced
erratic results under small sample sizes and large variances in the
latter case. This is because setting intercepts categorically to min
(y) for all inputs produced a gap of multiple 100-units between
prior mean and truth for the Ph input, whereas setting all slope
priors to one avoids this situation. Furthermore, slope priors of
one will likely be reasonable in many empirical applications, espe-
cially if used in conjunction with large variances to avoid any a
priori point masses.
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contemporary dataset containing information
on sorghum yield response to N. In this case,
the analysts were concerned with biomass
yield; the setting provides an opportunity for
the suitability of the TM to be demonstrated
in a small sample context. We also demon-
strate the application of Bayesian model aver-
aging for plateau production functions. As in
the simulations, and in the second empirical
example, the economic implications of input
misspecification can be large. Bayesian model
averaging guards against the risk of making
inference or prediction using a single model
(Hoeting et al. 1999).

The data are part of a long term experiment
on the suitability of sorghum as a biomass crop
in eastern Virginia. The sorghum biomass is
intended to be used in ethanol production.
The experiment was conducted in 2017 on
loamy soil at Holland, VA with nitrogen
applied upfront in a randomized block design.
The data contain measurements of sorghum
under two different cropping systems. Double
crop sorghum was planted on July 5 and har-
vested on November 20. Full season sorghum
was planted on June 9 and harvested on
September 28. There are a total of

64 observations in the data - 32 for each crop-
ping system—with several levels (0 to 300 lbs.
per acre in 50 pounds increments) of N applied
for the full season sorghum and eight levels
(0 to 300 lbs. per acre in 50 pound increments
plus one treatment at 120 pounds per acre)
for the double crop sorghum. We estimate
the MM and TM for each cropping system
independently using the 32 relevant observa-
tions; combined with the Bayesian model
averaging, this results in a total of six esti-
mated models.
We compare the fit of the MM and TM

using Bayes factors, which are a fully Bayesian
means of model selection and generally con-
sidered the gold standard in Bayesian model
comparison. We make use of the simulation
approach developed by Chib (1995) to
approximate each model’s marginal likeli-
hood: an integral component of Bayesian
model comparison. Specifically, the log mar-
ginal likelihood is computed as the log-
likelihood plus the log-prior minus the log-
posterior, all of which are evaluated at the pos-
terior mean of the parameters. Essentially, the
marginal likelihood can be seen as a Bayesian
measure of model fit that also captures the

Table 2. Simulation results, two inputs: posterior means

Mixture model

post. mean

model sample size variance β10 β11 β20 β21 P π1 π2

MM1a 100 10 1499.92 0.89 1756.32 0.72 1800.51 0.53 0.33
MM1b 100 100 1505.95 0.96 1757.40 0.60 1765.29 0.56 0.40
MM1c 100 1000 1549.25 0.65 1717.59 1.23 1761.81 0.81 0.10
MM2a 1000 10 1500.18 1.00 1755.05 0.74 1799.74 0.58 0.29
MM2b 1000 100 1501.98 0.98 1759.08 0.53 1762.94 0.59 0.39
MM2c 1000 1000 1529.39 0.73 1730.51 0.96 1755.12 0.74 0.18
MM3a 10000 10 1500.24 1.00 1755.86 0.71 1799.29 0.58 0.29
MM3b 10000 100 1501.97 0.98 1759.83 0.52 1789.50 0.59 0.39
MM3c 10000 1000 1532.98 0.70 1748.37 0.52 1745.69 0.75 0.25

Threshold model

post. mean

model sample size variance β10 β11 β20 β21 N* Ph*

TM1a 100 10 1499.42 1.01 1755.58 0.75 299.76 60.35 -
TM1b 100 100 1499.66 1.02 1753.26 0.85 292.20 53.08 -
TM1c 100 1000 1531.43 0.93 1721.51 2.33 226.30 −123.98 -
TM2a 1000 10 1500.02 1.00 1754.52 0.77 300.16 59.17 -
TM2b 1000 100 1500.03 1.00 1753.17 0.82 299.80 57.27 -
TM2c 1000 1000 1498.61 1.03 1741.99 1.23 289.87 44.25 -
TM3a 10000 10 1500.11 1.00 1754.97 0.75 300.12 59.81 -
TM3b 10000 100 1500.33 1.00 1754.87 0.76 300.31 59.35 -
TM3c 10000 1000 1500.88 1.00 1754.15 0.79 300.18 57.87 -

true values: β10 = 1500, β11 = 1, β20 = 1750, β21 = 0.75. P = 1800, π1 = 0.573, π2 = 0.267. N* = 300, Ph* = 60.
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effect of priors. The log Bayes factor is then
the log marginal likelihood of model one
(TM) minus the log marginal likelihood of
model two (MM). The better the log-
likelihood and the smaller the discrepancy
between the chosen priors and posterior, the
better the model.
By focusing only on theMMandTM,we are

able to bypass some of the difficulties that can
arise with Bayesianmodel averaging. First, the
number of candidate models in M can be very
large. Moreover, the specification of the prior
distribution over the candidate models (p
(Mm)) can lead to computational difficulties.
Concern about the model space is not relevant
here because the number of candidate models
is small. In most practical applications of von
Liebig production functions, only a moderate
number of inputs are measured. The model
average does not require more complicated
approaches to variable selection because the
number of candidate variables is small. The
second concern about model priors is

circumvented by placing equal probability on
each candidate model as is standard practice.
This substantially simplifies the problem of
constructing model weights as the weights are
then determined solely by the Bayes factors.

We choose priors for each model that are
empirically motivated as in the simulation
exercise. In the MM model, we again set the
beta distribution for regime probability to
α1 = α2 = 2. The prior mean for the plateau is
set to the median of the response with prior
standard deviation of 5. Again, this is rela-
tively vague given the scale of the response
but keeps the plateau in the positive range.
Likewise, for the TM, the mean for the N
threshold (N*) is set to the median value of
N. The standard deviation of N* is set to 10.
The mean for the intercept is again set to the
minimum yield with the priormean for β1 com-
puted as in the simulation exercises. The prior
variance for the model coefficients is set to
100, which is again vague given the scale of
the data. We run the sampler for 15,000

Table 3. Simulation results, two inputs: prediction errors and mis-classifications

Mixture model

APE PMO2

model β10 β11 β20 β21 P PMO1 min mean max

MM1a 0.01 10.60 0.08 4.27 0.03 - 27.00 0.00 4.73 79.78
MM1b 0.40 4.10 0.14 20.13 1.93 - 63.00 0.00 23.22 99.96
MM1c 3.28 35.30 2.13 64.27 2.12 - 100.00 0.01 46.29 98.39
MM2a 0.01 0.20 0.00 1.60 0.01 - 21.30 0.00 4.58 98.10
MM2b 0.13 1.90 0.23 28.80 2.06 - 58.30 0.00 17.92 99.99
MM2c 1.96 27.00 1.40 27.33 2.49 - 79.30 0.00 38.10 99.86
MM3a 0.02 0.20 0.05 6.00 0.04 - 22.84 0.00 6.17 99.79
MM3b 0.13 1.90 0.28 30.80 0.58 - 52.87 0.00 19.40 100.00
MM3c 2.20 30.20 0.38 30.13 3.02 - 77.79 0.00 38.07 100.00

Threshold model

APE* PMO2

model β10 β11 β20 β21 N* Ph* PMO1 min mean max

TM1a 0.04 0.60 0.03 0.27 0.08 0.58 6.00 0.00 0.42 35.88
TM1b 0.02 2.20 0.10 13.60 2.60 11.53 100.00 0.40 4.50 79.15
TM1c 2.10 6.70 1.91 210.53 24.57 306.63 100.00 4.45 41.12 95.89
TM2a 0.00 0.00 0.03 2.80 0.05 1.39 2.80 0.00 0.65 74.44
TM2b 0.00 0.10 0.10 9.33 0.07 4.54 7.80 0.00 1.71 88.09
TM2c 0.09 2.60 0.74 64.27 3.38 26.26 26.10 0.00 9.05 99.78
TM3a 0.01 0.10 0.00 0.40 0.04 0.31 0.73 0.00 0.13 78.19
TM3b 0.02 0.20 0.01 1.33 0.10 1.08 2.63 0.00 0.37 89.08
TM3c 0.06 0.50 0.05 4.80 0.06 3.56 8.57 0.00 1.19 84.73

APE = absolute percentage error; PMO1 = percentage of observations that were misclassified at least once across all iterations of the sampler;
PMO2 = observation-level misclassification statistics (percent across all iterations) true values. True values: β10 = 1500, β11 = 1, β20 = 1750, β21 = 0.75; P = 1800,
π1 = 0.573, π2 = 0.267; N* = 300, Ph* = 60.
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iterations and discard the first 5,000 iterations
as burn in. The Bayesian model average is a
combination of 10,000 draws from the MM
and TM weighted according to the Bayes
factors.

The results of estimation are shown in
table 4 and figure 1. Figure 1 shows the data
plotted against the estimated models for each
cropping system evaluated at their posterior
means. The full season sorghum yield is
roughly 160% larger than the double crop sor-
ghum yield at the plateau. A higher optimal
amount of N is generally implied for the dou-
ble crop sorghum. In the case of full season
sorghum, there is relatively little disagreement
between the models and the recommended
levels of N. Given that the data are cross-sec-
tion, the economically optimal N levels are at
the kink point of the production functions.

The MM and TM imply substantially differ-
ent optimal amounts of nitrogen for the dou-
ble crop sorghum. The MM implies nearly
80 lbs./acre more N than the threshold model.
The log Bayes factors were approximately 0.6
for the full season sorghum models and 1 for
the double crop sorghummodels indicating lit-
tle difference in fit with slight advantage for
the TM. In this situation, with little difference
in model fit between the MM and TM but a
large difference in N*, the advantages of
Bayesian model averaging are apparent.
Given that the model average places roughly
equal weight on each model (with slightly
more weight to the TM), it essentially splits
the difference between the MM and
TM. Model-averaged parameter estimates

are shown in table 4 and the solid lines in fig-
ure 1 show the model averages evaluated at
posterior means.
Differences in the estimated plateau produc-

tion functions have economic implications. Rev-
enue impacts of mis-specified inputs and the
environmental consequences of the over-
application of fertilizer are widely recognized
(Watkins, Lu, and Huang 1998; Tembo
et al. 2008; Zhang et al. 2015; Harmon
et al. 2016). Many economic analyses of crop
response have based inference and prediction
on a single model of the production function.
As demonstrated in this example, this runs the
risk of overconfidence in a single model. Bayes-
ian model averaging is a useful technique for
combining Bayesian models (and can be used
in the frequentist paradigm), andwe suggest this
approach in situations where it is not immedi-
ately clear that one model is preferred. Ensem-
ble modeling of crop response has the potential
to lead to improved input recommendations
and more accurate estimates of crop response.

A Bayesian Test of the von Liebig Hypothesis
Using Data of Heady and Pesek (1954)

Having demonstrated the suitability of the TM
using artificial and single input data, we turn to
a multiple input analysis using the data of
Heady and Pesek (1954). These data were first
introduced in Heady and Pesek (1954) and
Heady, Pesek, and Brown (1955), and subse-
quently analyzed by Frank, Beattie, and

Table 4. Model results for full and double crop sorghum

Model

Posterior mean

β0 β1 P N*

Double cropped
Mixture model 9.327 0.029 15.649 223.5632

(1.056) (0.007) (1.950) (98.5437)
Threshold model 8.457 0.045 14.5509 140.246

(1.339) (0.016) (1.3759) (7.163)
BMA model 8.8718 0.0375 15.1866 180.7675

(1.3058) (0.0149) (1.7150) (81.6331)
Full season

Mixture model 16.211 0.057 23.682 131.3736
(1.192) (0.009) (1.238) (30.3366)

Threshold model 15.933 0.073 26.7913 148.514
(1.607) (0.024) (2.5725) (8.426)

BMA model 16.0560 0.0649 25.1377 139.9787
(1.4128) (0.0197) (2.3714) (24.0361)

Numbers in parenthesis are posterior standard deviations.
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Embleton (1990), Paris (1992), and Chambers
and Lichtenberg (1996). Previous research
using the Heady and Pesek (1954) sample gen-
erally finds support for the vLM, although a
nonparametric test by Berck, Geoghegan,
and Stohs (2000) rejected the von Liebig
hypothesis. It is difficult to rectify these com-
peting results given the use of different estima-
tion techniques and test procedures.
Therefore, in addition to comparing the two
vLMs, we also test for the suitability of the
vLM conditions by estimating and comparing
classical production functions.
The original analysis of Heady and

Pesek (1954) was quite sophisticated for its
time, involving the calculation and graphical
representation of response surfaces and pro-
duction isoquants. It also serves as a compelling
example of successful collaboration between
agricultural economists (Heady) and soil scien-
tists (Pesek). An important point made in the
original analysis is that nutrient input experi-
ments should be designed to “provide a full
array of marginal transformation rates”
(Heady and Pesek 1954). In other words, there
must be a full array of input levels to estimate
the production function, particularly if the pro-
duction function is non-linear. The Heady and
Pesek (1954) sample is distinguished by its rela-
tively large number of input levels, thus provid-
ing the variation necessary to identify the TM,
MM, and other specifications.

The data are composed of 114 observations
from corn experiments in western Iowa in
1952. There were nine unique levels of nitro-
gen (N) and phosphorus (Ph) applied to the
test plots and measured in pounds per acre.
The experiment used an incomplete factorial
design and only some combinations of N and
Ph were present in the study. As reported in
Heady, Pesek, and Brown (1955), 1952 was
favorable for fertilizer use with the early part
of the season being cool and wet. A twomonth
drought began in themiddle ofAugust. Due to
these conditions, Heady, Pesek, and
Brown (1955) caution that the results of their
study may not be relevant for an average year.
The use of cross sectional data naturally raises
the point that the responses may not be gener-
alizable beyond 1952 given the importance of
nutrient carryover (Lambert, Lowenberg-
DeBoer, and Malzer 2007).

Some experimental information is not
reported in Heady, Pesek, and Brown (1955),
and the size of the experimental plots is
unclear. These characteristics of the data
relate to a concern voiced by Berck and Hel-
fand (1990) that even if the vLM is correct at
the plant level, this behavior may not aggre-
gate over a field. However, their conclusion is
that frequentist switching regression
approaches to the von Liebig model have
favorable aggregation characteristics. Later
work by Paris (1992) shows that the switching
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Figure 1. Estimated plateau models evaluated at posterior means

Note: Solid line is BMA model. Dashed line is TM. Dotted dashed line is MM.
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regression vLM can be supported by alterna-
tive sets of assumptions. In a comparison of
switching regression and linear stochastic pla-
teau models, Kaitibie et al. (2007) found the
stochastic plateau to yield a better approxima-
tion to the data. Lambert, Lowenberg-
DeBoer, andMalzer (2006) considered spatial
and temporal variation in yield response and
finds variation in both dimensions to be signif-
icant. We take the suitability of the vLM as an
empirical question that can be appropriately
answered using the data at hand.

To test the suitability of the vLM in general,
we compare the MM and TM with two classical
production functions frequently applied in the
literature (Paris and Knapp 1989; Frank, Beat-
tie, andEmbleton 1990). These production func-
tions do not have a plateau and admit
substitution between inputs. The presence or
absence of the plateau is a matter of both eco-
nomic and environmental significance. Given
the environmental costs of input use, over appli-
cation of fertilizers under a von Liebig model
implies marginal environmental costs, marginal
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private costs, and zero marginal revenue. The
two classical models we consider are the qua-
dratic and square root models found in
Paris (1992) with the latter being the preferred
model of the original study of Heady and
Pesek (1954). As noted by Paris (1992), the data
favor the quadratic and square root specifica-
tions because the input levels are equally spaced.
Both the quadratic and square-root models

are linear models expressed as:

ð14Þ yi = x0iβ+ ϵi

where xi = 1 x1i x2i x21i x22i x1ix2i
� �0 for the

quadratic and xi = 1 x1i x2i x1=21i x1=22i

h
x1ix2ið Þ1=2�0for the square root. The classical
models are estimated using a Bayesian analy-
sis built around a GS. The details of the GS
for the linear models are given in the
appendix.
Figure 2 shows the observed yield measured

in bushels per acre against the level of N and
Ph with the colors of the points corresponding
to the level of the other input. In both cases,
yields appear to be severely limited by a com-
plete lack of inputs (i.e. the baseline case where
noN or Phwere applied). Yields are increasing
in both N and Ph, and although the marginal
product of N and Ph appears to be positive,
the figure shows evidence of a plateau. Our
chosen linear von Liebig specification allows
for constant marginal products of the inputs
up to their respective threshold levels.
The sampling algorithms were executed as

described previously for a total of 120,000 iter-
ations with a burn-in period of 100,000 itera-
tions. The priors were again chosen to
maintain roughly equal footing between the
TM andMM.We explored various other prior
specifications as well (such as setting the
regime intercepts to the minimum yield and
deriving the slope priors) and found that the
results for these data are relatively robust to
changes in the priors. In the case of the MM,

the prior for the mean of the plateau is set to
the median yield and given a variance of 100.
For the TM, the priors for the mean of the
threshold levels of N and Ph are set to 0.4
times the median level of the input and again
assigned a variance of 100. In both cases, the
variance is such that the prior distributions
are still positive at least three standard devia-
tions from the mean. In the case of the linear
models, the vector of coefficients is given a dif-
fuse multivariate normal prior with mean zero
and variance 10. The error term is given an
inverse-gamma prior with shape and scale
of 1/2.

Monitoring the number of effective sam-
ples, the GS diagnostic of Geweke (2007),
and the inefficiency factors detailed in Koop,
Osiewalski, and Steel (1997), we found several
computational distinctions between the
models.3 For the TM, the inefficiency factors
were rarely greater than 1.5. The inefficiency
factors for the MM model were greater than
1.5 in all cases with the factors for the Ph
regime slope around 72. Obviously, the num-
ber of effective samples was also much smaller
for the MM. Both the quadratic and square
root models had favorable diagnostics.

The results of the vLM algorithms are
shown in table 5 and include the mean of the
posterior distributions with the standard devi-
ations given in parentheses. In the case of the
plateau for the threshold model, and the
threshold values of N* and Ph* for themixture
model, the statistics reported are derived
quantities. The difference between the two
models is stark and can also be seen in figures 3

Table 5. Model results for Heady and Pesek (1954)

Model

Posterior mean

β0 β1 β2 β3 P N* Ph*

Mixture Model 31.780 0.361 18.944 0.397 116.429 235.782 297.13
(4.381) (0.035) (4.204) (0.061) (3.221) (20.366) (34.828)

Threshold Model 25.741 0.935 12.738 1.981 123.4595 104.833 56.200
(3.084) (0.065) (3.045) (0.157) (1.74992) (5.920) (4.103)

Numbers in parenthesis are posterior standard deviations.

3The diagnostic of Geweke (2007) is based on the idea that if the
entire sequence of draws from the simulator can be interpreted as
random draws from the posterior density, different splits of the
draws should have similar means. The diagnostic is distributed
standard normal, so any values greater than 1.96 are cause for
additional investigation. Inefficiency factors measure autocorrela-
tion time for a parameter. Efficient simulators have low correla-
tion across draws, thus providing the same inferential
information with fewer draws. This saves computational time.
The ideal inefficiency factor is close to 1.
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and 4, which display the posterior distributions
of the plateau and threshold levels of N
and Ph.

The estimated yield plateau is much lower
for the MM compared to the TM, and both
models have similar intercept terms within
each regime. The slope coefficients
(or marginal products) of the inputs are much
smaller for the MM. The practical implication
is that the threshold levels of N and P aremuch
higher for theMM, in fact between two and six
times larger. Figure 5 shows the response func-
tions with parameters fixed at their posterior
means. The TM model indicates a higher pla-
teau with a much faster increase in yields as
N and Ph are added. We also observe much
tighter posterior standard deviations for the
TM. Interestingly, this is even the case for the
plateau of the TM, which is a derived quantity.
Because input recommendations are based on
the thresholds—and equal the threshold levels
in the cross-sectional case—these two models
result in substantively different revenues and
profits for producers as shown below.

The coefficient estimates for the quadratic
and square root models are available in
table A1 of the online appendix. The results
for these models, although not directly compa-
rable with those obtained through frequentist
procedures, differ from those obtained in
Frank, Beattie, and Embleton (1990) and
Paris (1992). These differences may largely
be driven by prior information for this data

set of modest size. The practical implications
of the classical production functions can be
seen in figure 5 where the posterior mean
response functions are shown. Both the qua-
dratic and square root models admit substitu-
tion between inputs. The yield response of
the quadratic declines quickly after reaching
its peak; the estimated square root model does
not decline within the range of the inputs
shown.
Table 6 shows the results of the computation

of the Bayes factor. Although there is some
difference in the log-priors, the lion’s share of
the difference between the models’ marginal
likelihoods is driven by the likelihood func-
tion. The last column shows the log Bayes fac-
tor with the TM taken as model one. The log
Bayes factor compared to the MM is approxi-
mately 74, so the TM is to the exp(74) times
more likely to fit the underlying data than the
MM. We take this to be decisive evidence in
favor of the TM. There is also substantial evi-
dence that the TM is best fitting compared to
the quadratic and square root models.4 Thus
there is little reason to compute a Bayesian
model average in this case.
To assess the accuracy of the models out of

sample, we compared the approaches using
leave-one-out cross validation. We hold out a
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4This contrasts with conclusions for a linear von Liebig model
reached by Paris (1992).
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single observation from the sample, run the
model on the remaining 113 observations,
and then predict the yield of the excluded data.
The priors and number of iterations remain as
in the previous section. By repeating the pro-
cedure for all observations in the sample, we
obtain a measure of the prediction error of
each model. In this case, we focus on the abso-
lute error and absolute percentage error. The
absolute percentage error at the posterior
mean is simply

ð15Þ APE=
abs ŷ−yð Þ

y
× 100

where y is the observed yield, and ŷ is the pos-
terior mean of the predicted yield.

Table 7 shows the results of the cross valida-
tion exercise. In terms of absolute error, the
TM again outperforms other specifications
with a lower mean error, lower standard devi-
ation, lower minimum error (except for the
square root model), and lower maximum error
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(except for the square root model) across the
cross validation sample. The differences are
quite large in some cases with the mean error
almost 20 bushels larger for the MM and
5 bushels larger for the quadratic model. The
story is much the same for absolute percentage
error where the mean errors for the MM and
quadratic model are twice the mean error for
the TM. The standard deviations and maxi-
mum errors are also larger for all other

models. In a nutshell, as measured by total loss
and across both loss measures, the TM pro-
vides superior out-of-sample fit.
Figure 6 plots the predicted yield at the poste-

rior mean and true yield for each model. Again,
major differences between the models are evi-
dent. Except at the lowest levels of observed
yields, the MM under predicts yields in almost
all cases. This may not be surprising given that
the MM suggests that more N and Ph must be

Figure 5. Posterior mean response functions

Table 6. Model selection via Bayes factors

Model Log-Prior Log-Likelihood Log-Posterior
Log-Marginal
Likelihood

Log-Bayes
Factor

Threshold model −44.6574 −455.3048 −9.4596 −490.5025 -
Mixture model −31.1458 −536.1974 −2.4168 −564.9264 74
Quadratic model −22.3864 −497.3698 24.095 −543.8513 53
Square root model −42.3788 −466.6721 4.3778 −513.4288 23
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put on to reach the plateau. The TMhas several
clusters of yields with variation in the observed
yield and little variation in the predicted yield.
This is the expected behavior for this model as
we expect the estimated models to be similar

within each cross validation sample, and many
of the hold out samples share the same level of
the inputs. The square rootmodel has no notice-
able discrepancies in prediction, whereas the
quadratic model over predicts at lower levels

(a) (b)

(c) (d)

Figure 6. Predicted vs. actual yields

Table 7. Leave-one-out cross validation results

AE statistic

Model Mean SD Min. Max Total loss

Mixture model 29.45 20.90 0.15 78.31 3357.60
Threshold model 10.33 8.82 0.13 51.65 1178.11
Quadratic model 15.85 12.08 0.33 52.85 1807.18
Square root model 12.01 9.13 0.01 41.67 1369.43

APE statistic

Model Mean SD Min. Max Total Loss

Mixture model 47.99 68.19 0.81 537.23 5470.45
Threshold model 25.73 47.26 0.11 408.13 2933.08
Quadratic model 58.80 141.13 0.27 1069.64 6702.90
Square root model 32.43 65.30 0.05 483.14 3697.23
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of observed yields. Considering the results of
the Bayes factors and the cross validation exer-
cise, these data strongly supports the von Liebig
hypothesis and the TMmodel.

Although no market information is avail-
able for these data, we can calculate profit
under assumed prices. Our analysis is similar
to the one pursued in Frank, Beattie, and
Embleton (1990) and Paris (1992), although
we use updated prices. We assume that the
output price for corn is $3.80 per bushel and
that the prices of nitrogen and phosphorus
are $0.30 and $0.26 per pound respectively.
The profit function is then

ð16Þ π = 3:80f N,Phð Þ−0:30N−0:26Ph

where f(N, Ph) is the estimated crop response
function at the posterior mean. Note that the
profit function only includes private returns
and costs, and does not incorporate any envi-
ronmental implications of input use. Because
the plateau is not stochastic, and we assume
non-substitution between the inputs, the profit
maximizing amounts of the inputs are the
threshold values for the von Liebig functions.
This condition holds as long as the output
price multiplied by the marginal product is
greater than the input price, which is obviously
the case in table 5. For the quadratic and
square root models, we find the optimal values
of the inputs by maximizing the profit function
using the simplex method described in Lagar-
ias et al. (1998).

Table 8 shows the optimal values of the
inputs as well as the cost incurred by using an
incorrect specification. This cost is foregone
profit that arises from using incorrect levels of
the inputs. We note first that the TM implies

the smallest optimal amounts of the inputs
and the largest profit. The optimal input levels
are substantially smaller when compared to
the MM and square root models. The profit
functions for each model are shown in
figure A1 of the online appendix. The profit
function for the square root model flattens
slowly resulting in large recommended input
quantities.
Economic losses occur if incorrect values of

the inputs are utilized. If the MM is the true
model but recommendations from the TM
are used, the producer fails to meet the yield
plateau. Revenue falls and lost profit is
$183.73 per acre. In contrast, if the TM is true
and the optimal values from the MM are used,
the producer meets the plateau but applies far
more of the inputs than is truly necessary with
foregone profits of $101.93 per acre. Arising
from their different response functions, the
greatest differences occur between the qua-
dratic and square root models. Although the
optimal amounts of the inputs are larger in
both models compared to the TM, yields fall
off relatively quickly for the quadratic model.
If the quadratic model is true, and the optimal
inputs under the square root model are
applied, then yields take a large penalty. The
result is a loss of $447.82 in profit.

Conclusion

We propose a Bayesian threshold approach
for estimation of kinked regression functions
with unobserved thresholds. Application is
made to plateau and von Liebig production
functions that are a restricted class of kinked

Table 8. Economic impact of misspecification

True model

Applied model

Optimal values Quadratic Square Root MM TM

Quadratic 161 lbs N 0 447.82 113.70 113.55
179 lbs Ph
$328 Profit

Square root 376 lbs N 38.47 0 12.63 118.35
357 lbs Ph
$380 Profit

MM 235 lbs N 47.10 58.11 0 183.73
297 lbs Ph
$294 Profit

TM 104 lbs N 49.12 160.04 101.93 0
56 lbs Ph

$423 Profit
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regressions. The von Liebig restrictions are a
plateau level of output and non-substitution
between inputs. Our threshold model (TM) is
compared with the mixture model (MM) of
Holloway and Paris (2002), and has superior
performance in a simulation exercise. We then
apply the models to a contemporary dataset
on sorghum response to nitrogen and the his-
torical corn nutrient trial data of Heady and
Pesek (1954).
The models generate distinctly different

results in terms of yield response to inputs,
the yield plateau, and threshold input levels.
Performing model selection using Bayes fac-
tors, we generally find compelling evidence in
favor of the proposed TM. In cases where the
optimal model is less clear cut, we suggest
and implement Bayesian model averaging.
Additional comparison through leave-one-
out cross validation indicates that the TM also
has better predictive accuracy across several
loss criteria. The empirical analysis supports
the von Liebig hypothesis. Our conclusion is
that the proposed TM is an important method-
ological advance for the analysis of kinked
regression with input-related thresholds, espe-
cially so for the analysis of von Liebig produc-
tion functions.
There are several straightforward exten-

sions to the threshold model that we leave for
future work. Non-linear regime functions can
be incorporated fairly easily along with more
complex error compositions, that is, each
regime function could be assigned its own
error term. The model could be extended to
a hierarchical setup (panel) in which varying
intercept terms and coefficients would allow
for parameter variation across time or loca-
tion. Related to this hierarchical extension,
stochastic plateaus could be considered along
the lines of those found in Tembo
et al. (2008); Tumusiime et al. (2011); Boyer,
Brorsen, and Tumusiime (2015); and Oue-
draogo and Brorsen (2018). Last, the method
is general enough that it can be used for esti-
mation of kinked regressions with unknown
thresholds and without von Liebig conditions.
Such a generalization would require addi-
tional parameters in the Bayesian sampler as
the analyst would not be able to make use of
the von Liebig shape restrictions.
The crop response functions we estimate feed

into payoff functions. Several authors have
demonstrated that flat payoff functions result
in decreased benefits from improved input rec-
ommendations (Pannell, Gandorfer, andWeer-
sink 2019). Asymmetric payoff functions—of

the type resulting from vLMs of production—
can lead to overuse of inputs because the mar-
ginal loss from input overuse is less than that
of input use below the threshold. Risk is also
an important factor determining input levels
(Rajsic, Weersink, and Gandorfer 2009). In this
sense, our results highlight the need to carefully
consider both model specification and estima-
tion procedures for crop response functions
when applied to economic and environmental
studies of agricultural production.

Supplementary Material

Supplementary material are available atAmer-
ican Journal of Agricultural Economics online.
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